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Abstract

Background
Early detection of Parkinson’s Disease (PD) remains a significant challenge for
healthcare service providers due to the limited labeled, class-imbalanced and strict
privacy regulations that limit data sharing among healthcare institutions. These
constraints hinder the development of robust Machine Learning (ML) models for
diagnosis using distributed clinical datasets.
Objective
This paper introduces a privacy-preserving Semi-Supervised Learning (SSL) system that
integrates Federated Learning (FL) with ensemble-guided pseudo-labeling to improve
PD categorization using speech-derived features.
Methods
The proposed system, Federated Ensemble-Guided Pseudo-Labeling-based
Semi-Supervised Learning framework (FEP-SSL), effectively combines SSL with FL
optimization to utilize both labeled and unlabeled data distributed across multiple
clients. The preprocessing stage includes label encoding, handling class imbalance using
the Synthetic Minority Over- sampling Technique, and feature normalization. At the
local level, three boosting model Extreme Gradient Boosting, Gradient Boosting, and
Light Gradient Boosting Machine, generate pseudo-labels through a confidence-aware
majority voting mechanism, thereby reducing noise propagation. At the global level,
model parameters are aggregated using the Federated Averaging approach, enabling
collaborative learning without sharing raw patient data.
Results and conclusion
The experimental evaluation on two benchmark PD speech datasets demonstrates
strong performance. The federated global model achieves 97.14% accuracy on Dataset 1
and 95.50% on Dataset 2, outperforming centralized and baseline SSL approaches.
Ablation studies reveal that MFCC, TQWT, and temporal speech features significantly
enhance classification performance. Furthermore, feature importance analysis using
SHAP highlights the contribution of key speech characteristics. The proposed
framework reduces labeling costs, mitigates class imbalance, and preserves data privacy,
demonstrating its effectiveness as a scalable and reliable solution for PD diagnosis using
speech-based data. The findings indicate its viability as a scalable, dependable method
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for diagnosing PD using speech-based data.
Keywords: Parkinson’s Disease Classification, Semi-Supervised Learning,
Pseudo-Labeling, Federated Learning, Privacy-Preserving.
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1 Introduction 1

Parkinson’s Disease (PD) is a progressive neurodegenerative disorder characterized by the gradual loss of 2

dopaminergic neurons in the substantia nigra of the midbrain, a region essential for motor control and 3

coordination [1, 2]. It is the second most prevalent neurological disorder worldwide, affecting more than 10 4

million individuals [3, 4]. The depletion of dopamine disrupts normal motor functioning, leading to 5

characteristic symptoms such as tremor, rigidity, bradykinesia, and postural instability. Beyond motor 6

dysfunction, PD is frequently accompanied by a variety of non-motor manifestations, including cognitive 7

deterioration, sleep-related issues, autonomic irregularities, and emotional disturbances. Detecting the 8

disease at an early stage is crucial for aimed at delaying its progression, improving patients’ lives, and 9

lowering long-term medical costs. However, accurate early-stage diagnosis remains challenging, as current 10

clinical practices largely rely on neurological examinations and longitudinal assessments, with no definitive 11

laboratory test available for early confirmation of PD. 12

Researchers have explored several non-invasive diagnostic approaches to enhance early detection of PD, 13

including medical imaging, biosignal analysis, and speech-based assessment. Imaging techniques such as 14

Magnetic Resonance Imaging (MRI) [5] and Positron Emission Tomography [6] can identify structural and 15

functional abnormalities in the brain associated with PD. However, these techniques depend on specialized 16

equipment, are expensive, and are often not readily accessible, particularly in resource-limited healthcare 17

settings. Biosignal-based approaches, such as wearable sensors for monitoring gait or tremor patterns, 18

provide valuable physiological insights. Nevertheless, they typically require patients to use dedicated devices, 19

which may be inconvenient for continuous or long-term monitoring. In contrast, speech analysis has emerged 20

as an effective, non-invasive, and cost-efficient alternative for PD detection. A significant proportion of 21

patients exhibit speech impairments even in the early stages, including reduced vocal intensity, monotonic 22

pitch, imprecise articulation, and increased jitter and shimmer. These acoustic variations can be captured 23

using low-cost recording devices, enabling remote monitoring and large-scale data collection, thereby making 24

speech data highly suitable for computational analysis and automated diagnostic systems. 25

Recent developments in Machine Learning (ML) have demonstrated promising performance in PD 26

classification using speech and other biomedical signals. With the rapid growth of digital healthcare data and 27

interconnected medical systems, Artificial Intelligence (AI) has become increasingly integral to clinical 28

decision-support applications. Prior studies highlight the effectiveness of AI-driven models in neurological 29

disease detection [7–9], disease management [10–13], elderly care systems [14,15], and biomedical data 30

mining [16,17]. Despite these advancements, the performance of existing ML-based diagnostic models is 31

often hindered by two key issues: the lack of labeled medical data and stringent data privacy requirements. 32

Conventional supervised learning methods rely on large labeled dataset, which are not easy to obtain in 33

clinical environments due to the need for expert knowledge, time-intensive labeling processes, and high 34

associated costs. Moreover, medical data are typically distributed across multiple institutions and governed 35

by strict privacy regulations, making centralized data aggregation impractical. These challenges give rise to 36

serious concerns regarding to patient privacy, data protection, and the ownership of institutional information. 37

Therefore, developing advanced learning frameworks that can effectively leverage limited labeled data while 38

preserving privacy in decentralized healthcare settings remains a critical challenge for AI-based PD diagnosis. 39

To overcome the challenges of limited labeled data and restricted data sharing in healthcare environments, 40

recent research has focused on alternative learning paradigms. Semi-Supervised Learning (SSL) [18] has 41

emerged as an effective approach to mitigate label scarcity by leveraging both labeled and unlabeled data 42

during training. For instance, pseudo-labeling techniques allow models to iteratively assign labels to 43

unlabeled samples, thereby reducing dependence on large annotated datasets. Concurrently, Federated 44

Learning (FL) [19] has emerged as a privacy-aware distributed learning strategy that allows multiple 45

institutions to jointly train models while ensuring that sensitive patient data remain locally stored and are 46

not directly shared. 47

This work presents a Federated Ensemble-Guided Pseudo-Labeling-based Semi-Supervised Learning 48

(FEP-SSL) framework that integrates ensemble-driven pseudo-label generation with federated model 49

aggregation. The framework is designed for binary PD classification, where each sample is labeled as 1 (PD) 50

or 0 (healthy). It utilizes multiple boosting models to generate pseudo-labels through a consensus-based 51

majority voting strategy, thereby reducing noise propagation and improving label reliability. The locally 52
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trained models are subsequently aggregated using the Federated Averaging (FedAvg) [20] algorithm to 53

construct a global model, while ensuring that raw patient data remain private and decentralized. By jointly 54

leveraging SSL and FL within a unified framework, the proposed approach effectively utilizes limited labeled 55

data, enables secure collaborative learning across distributed clients, and improves the robustness and 56

generalization of PD classification. The framework is evaluated on two publicly accessible speech-based PD 57

datasets. The key contributions of this study are summarized as follows: 58

• The proposed FEP-SSL framework integrates semi-supervised pseudo-label learning with federated 59

optimization to enable privacy-preserving PD classification. 60

• A multi-model ensemble strategy based on majority voting is introduced to improve pseudo-label 61

reliability and reduce noise propagation during training. 62

• An FL-based architecture incorporating hybrid SSL models is developed, where only model parameters 63

are shared, facilitating effective learning under non-Independent and Identically Distributed (non-IID) 64

data settings. 65

• Comprehensive ablation studies and comparative evaluations with state-of-the-art SSL methods are 66

conducted, along with SHAP-based analysis to assess feature importance and enhance model 67

interpretability. 68

The rest of the paper is organized as follows. Section 2 presents a review of related work. Section 3 69

describes the proposed FEP-SSL framework for PD classification. Section 4 details the experimental setup, 70

reports the performance results, and provides a critical analysis of the findings. Finally, Section 5 concludes 71

the paper. 72

2 LITERATURE REVIEW 73

Recent advances in ML have substantially improved automatic PD detection, particularly through the 74

analysis of speech, handwriting, medical imaging, and other physiological signals. However, developing robust 75

diagnostic models remains challenging due to limited amount of labeled clinical data and strict privacy 76

constraints associated with patient information. As a result, recent research has increasingly focused on two 77

complementary directions: SSL, which leverages both labeled and unlabeled data, and privacy-preserving 78

distributed learning approaches such as FL. 79

The adoption of SSL has become as an essential strategy to address the scarcity of annotated medical 80

data in PD detection. Early studies primarily focused on multi-view learning techniques to exploit 81

complementary information from diverse feature representations. For instance, Zhang et al. [21] proposed a 82

Semi-supervised Multi-view Learning Clustering (SMC) framework for PD screening using MRI data. Their 83

approach leveraged multiple feature views to enhance clustering performance, demonstrating that integrating 84

complementary representations can improve diagnostic accuracy. However, the method relies on manually 85

defined feature consistency and may not generalize effectively to heterogeneous datasets. Similarly, Ammour 86

et al. [22] explored SSL for analyzing handwriting patterns in PD patients, showing that motor impairments 87

can be effectively captured even with limited labeled data. Despite its promising results, the approach is 88

based on centralized datasets and may suffer from noise propagation when pseudo-labels are derived from 89

low-confidence predictions. In another study, Bao et al. [23] extended the Semi-Supervised Competitive 90

Learning (SSCL) framework for dysphonia voice classification, achieving an accuracy of 83.8% and a Receiver 91

Operating Characteristic - Area Under Curve (ROC-AUC) of 93.3%. However, the method does not explicitly 92

address class imbalance or pseudo-label uncertainty, which may limit its robustness in real-world scenarios. 93

More recent studies have explored advanced representation learning techniques for speech-based PD 94

detection. Malekroodi et al. [24] employed pre-trained self-supervised Automatic Speech Recognition (ASR) 95

models combined with supervised contrastive learning to enhance feature discriminability. Their approach 96

attained an F1-score of 90% and a ROC-AUC of 89%, demonstrating the utility of self-supervised feature 97

extraction in clinical speech analysis. In a related direction, Quatra et al. [25] proposed a Bilingual 98

Dual-Head Deep Neural Network (BDH-DNN) architecture that leverages multilingual speech data for PD 99
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detection. The model obtained 84.72% accuracy and a 69.03% F1-score on the EWA-DB dataset. Although 100

the approach highlights the advantages of cross-lingual feature learning, it lacks explicit mechanisms for 101

ensuring reliable pseudo-label selection. 102

Alongside advancements in SSL, ensuring data privacy has become a major concern in healthcare 103

analytics due to stringent regulations on medical data sharing. In this context, FL offers a viable solution, 104

enabling multiple institutions to jointly train models without sharing patient data. Several studies have 105

explored FL-based approaches for PD detection and broader medical data analysis. For instance, Sarlas et 106

al. [26] investigated an FL framework for speech-based PD detection, demonstrating the feasibility of 107

distributed training in clinical settings. Their model gained 58.67% accuracy for the first client and 58.74% 108

aggregated accuracy across clients. However, the approach does not address pseudo-label uncertainty or 109

effectively utilize unlabeled data. Similarly, Danek et al. [27] applied federated Deep Learning (DL) to 110

multi-omics data for PD analysis, highlighting the scalability of FL for large biomedical datasets. 111

Nevertheless, their method primarily relies on fully labeled data and does not incorporate SSL strategies that 112

could improve performance under limited labeled data conditions. 113

Other studies have focused on enhancing the robustness of FL systems under heterogeneous data 114

conditions. Pang et al. [28] proposed a Tri-Factor Adaptive Federated Learning (TriAFL) framework for PD 115

diagnosis using facial expression data, achieving an accuracy of 94.17%. However, the model does not address 116

pseudo-label noise or effectively utilize unlabeled data sources. Similarly, Dipro et al. [29] introduced a 117

federated DL framework for PD detection that achieved 97% accuracy, ensuring strong data privacy but 118

relying exclusively on fully supervised data. 119

Beyond specific PD detection systems, several studies have investigated privacy-preserving learning 120

techniques in broader healthcare contexts. Kaissis et al. [30] examined secure multi-party computation 121

strategies for FL, demonstrating their effectiveness in mitigating model inversion and membership inference 122

attacks. In addition, Ogundokun et al. [31] and Ali et al. [32] presented comprehensive surveys on FL 123

applications in healthcare, highlighting key challenges such as communication overhead, data heterogeneity, 124

and scalability. Furthermore, Qiu et al. [33] proposed a Federated Semi-Supervised Learning (FSSL) 125

framework for medical image segmentation, incorporating pseudo-label denoising to reduce noise in 126

predictions from unlabeled client data. The method yielded 88.89% accuracy and a 59.86% F1-score. 127

However, the framework remains sensitive to pseudo-label quality, and its performance may degrade under 128

highly non-IID data distributions across clients. 129

More recently, researchers have incorporated advanced privacy mechanisms and multimodal learning 130

strategies within FL frameworks. Fares et al. [34] proposed a privacy-preserving FL architecture that 131

integrates differential privacy and secure aggregation with a modified ResNet model. While the framework 132

enhances privacy protection, it does not leverage unlabeled data to improve learning efficiency. Tanim et 133

al. [35] introduced a Secure Federated Learning (SFL) approach based on homomorphic encryption to ensure 134

data privacy under non-IID conditions. Although effective in protecting sensitive information, the method 135

incurs significant computational overhead and increases training time. In another related study, Kaur et 136

al. [36] developed a multimodal FL framework that combines multiple biomarkers for PD diagnosis. Despite 137

achieving improved diagnostic performance, the model relies heavily on labeled multimodal data and does 138

not exploit unlabeled data through SSL. Table 1 summarizes the key existing approaches for PD detection. 139

Despite significant progress, existing studies exhibit several critical limitations that restrict their 140

applicability in real-world clinical settings. Most SSL-based approaches improve data efficiency but remain 141

susceptible to pseudo-label noise, particularly in imbalanced and heterogeneous medical datasets. On the 142

other hand, FL-based methods primarily emphasize privacy preservation while relying heavily on fully 143

labeled data, thereby underutilizing the large volume of unlabeled data available in practical scenarios. In 144

contrast, the proposed framework offers a unified solution to address these challenges. First, it incorporates 145

an ensemble-based pseudo-labeling strategy to improve the robustness and reliability of pseudo-label 146

selection compared to single-model SSL approaches. Second, the framework is designed to operate effectively 147

without requiring large, fully labeled datasets, instead leveraging substantial unlabeled data to demonstrate 148

robust performance, making it applicable in healthcare settings where labeled data are scarce and expensive. 149

Third, the integration of multi-feature representations improves discriminative capability by capturing 150

complementary information from heterogeneous speech features. Finally, the framework adopts a 151

privacy-preserving distributed learning paradigm, method enabling collaborative learning across institutions 152
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while preserving patient data privacy. In addition, FEP-SSL employs SHAP analysis to evaluate feature 153

importance and provide global interpretability, offering clear insights into the factors driving PD 154

classification, thereby improving the transparency and reliability of predictions. 155

3 Proposed FEP-SSL Framework for PD Classification 156

3.1 System Architecture 157

The FEP-SSL framework, illustrated in Fig. 1, integrates ensemble-based boosting models with SSL-based 158

pseudo-labeling to effectively leverage unlabeled speech-derived features. A confidence-driven majority voting 159

strategy is employed to improve the quality and reliability of pseudo-labels, while FL with the FedAvg 160

algorithm facilitates collaborative model training across multiple clients. These components collectively 161

establish a unified and scalable learning pipeline that enhances classification robustness and generalization 162

performance across heterogeneous PD datasets. 163

The process begins with data acquisition, where two benchmark PD-related datasets are collected and 164

integrated to enable robust and generalized model training. The dataset is processed and analyzed, including 165

categorical encoding, class balancing using the Synthetic Minority Over-sampling Technique (SMOTE), 166

normalization, generation of feature interaction terms, and a train–test split. Initially, the labeled subsets of 167

speech-derived features are processed using ML models such as Extreme Gradient Boosting (XGB), Gradient 168

Boosting (GB), and Light Gradient Boosting Machine (LGBM). These base learners are independently 169

trained at each client to capture complementary decision patterns. Their predictions are subsequently 170

combined using a majority voting strategy. To ensure the reliability of pseudo-labels, only predictions 171

exceeding a predefined confidence threshold of 95% are retained and incorporated into the labeled dataset. 172

Furthermore, stratified hold-out validation, also known as Monte Carlo cross-validation (MCCV), is applied 173

iteratively to enhance robustness, reduce variance, and address class imbalance. 174

Subsequently, the framework then integrates FL through the FedAvg algorithm. Each client 175

independently trains a local model using its own data, transmitting only model parameters, not raw data to 176

a central server. The server aggregates these parameters to create an improved global model, which is 177

redistributed to clients for further local refinement. This iterative process repeats until convergence, 178

progressively enhancing the performance of the global model. The detailed procedure of the proposed 179

framework is outlined in Algorithm 1. 180

Fig 1. Proposed FEP-SSL, a Federated Ensemble-Guided Pseudo-Labeling-based Semi-Supervised Learning
framework for privacy-preserving PD classification.

3.2 Data Acquisition 181

Two acoustic feature-based datasets obtained from the UCI Machine Learning Repository are utilized in this 182

study: one comprising 744 acoustic features [37], and another containing 48 features [38], referred to as 183

Dataset 1 and Dataset 2, respectively. 184

3.2.1 Dataset 1 185

The dataset includes voice recordings from 188 individuals diagnosed with PD (107 males and 81 females), 186

along with 64 healthy controls (23 males and 41 females). All voice samples were recorded at a sampling 187

frequency of 44.1 kHz. Following clinical evaluation, participants were instructed to produce multiple 188

repetitions of the sustained vowel sound /a/, and three audio recordings were collected from each 189

participant [39]. 190

Mel-Frequency Cepstral Coefficients (MFCCs) effectively model human auditory perception and are 191

widely used in applications such as speaker recognition, automatic speech recognition [40], biomedical voice 192

analysis [41], and PD diagnosis [42]. In the context of PD, MFCCs detect subtle variations in articulatory 193

patterns, including tongue and lip motion. Another important approach for speech signal analysis is the 194
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Table 1. Comparative summary of existing works.

Ref. Methods Dataset Contribution Performance Limitations
Zhang et
al. [21]

SMC MRI
Dataset

Screen PD using com-
plementary MRI fea-
ture views

N/A Relies on handcrafted
features and limited
generalization

Ammour
et al. [22]

SSL Handwriting
Dataset

Characterize motor
impairment in PD pa-
tients from handwrit-
ing

N/A Centralized data is re-
quired, susceptible to
pseudo-label noise

Bao et al.
[23]

SSCL Speech
Dataset

Classify dysphonic
speech signals for PD
detection

Accuracy
83.8%,
ROC-AUC
93.9%

Moderate perfor-
mance, does not
address class imbal-
ance or pseudo-label
uncertainty

Malekroodi
et al. [24]

ASR Speech
Dataset

Improve speech repre-
sentation for PD clas-
sification

F1-score
90.0%,
ROC-AUC
89%,

Requires substantial
labeled data, lacks
distributed training
support

Quatra et
al. [25]

BDH-DNN EWA-DB
Speech
Dataset

Improve cross-
language PD detec-
tion using dual-head
architecture

Accuracy
84.72%,
F1-score
69.03%

Limited dataset size

Sarlas et
al. [26]

FL frame-
work

Speech
Dataset

Enable privacy-
preserving PD
detection

Accuracy
58.74%

Does not utilize
unlabeled data, lacks
pseudo-label confi-
dence mechanisms

Danek et
al. [27]

Federated
DL

Multi-
omics
Dataset

Evaluate FL for PD
analysis

ROC-AUC
87.6%

Performance is sensi-
tive to sample disper-
sion across clients

Pang et al.
[28]

TriAFL PDFE-
V2
dataset

Collaborative analy-
sis of PD facial ex-
pressions using FL

Accuracy
94.17%

Does not address
pseudo-label noise
or unlabeled data
utilization

Dipro et
al. [29]

Federated
DL

Speech
Dataset

Privacy-preserving
PD detection with
distributed medical
data

Accuracy
97%

Fully supervised,
cannot handle label
scarcity

Kaissis et
al. [30]

Secure
multi-party
FL

Medical
Data

Mitigate model inver-
sion & membership
inference attacks

N/A Computationally
complex; not tested
on PD-specific
datasets

Qiu et al.
[33]

FSSL RSNA
ICH,
ISIC 2018

Combine SSL with
FL for better gener-
alization

Accuracy
88.89%,
F1-score
59.86%

Performance varies
under non-IID client
data

Tanim et
al. [35]

SFL Bio-
StampRC21

Protect sensitive PD
data under non-IID
distributed environ-
ments

Accuracy
64.40%

Added encryption
overhead; limited ex-
ternal benchmarking

Kaur et
al. [36]

Multimodal
FL

Multimodal
Dataset

Integrate multiple
PD biomarkers for
improved diagnosis

Accuracy
85%

Heavily dependent on
labeled multimodal
data; lacks SSL capa-
bility
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Table 2. Overview of feature categories extracted from Dataset 1.

Category Measures Features

Baseline features

Jitter variants 5

Shimmer variants 6

Fundamental frequency parameters 5

Harmonicity parameters 2

Recurrence Period Density Entropy 1

Detrended Fluctuation Analysis 1

Pitch Period Entropy 1

Intensity parameters 5

Formant frequencies 4

Tunable Q-factor wavelet
Bandwidth 4

TQWT features related to F0 432

Wavelet transform based

WT features related to F0 182

Glottis quotient 3

Glottal to noise ratio 6

Vocal fold features
Vocal fold excitation ratio 7

Empirical mode decomposition 6

Mel-frequency cepstral coefficient MFCCs 84

Wavelet Transform (WT), which is particularly effective for analyzing signals with localized or transient 195

variations. Several studies have utilized WT-derived features, especially those related to the fundamental 196

frequency (F0), to detect PD, as they reflect irregularities in vocal patterns [43]. In addition, the Tunable 197

Q-Factor Wavelet Transform (TQWT) is employed as a feature extraction technique. It is governed by three 198

parameters: Q (quality factor), r (redundancy), and J (number of decomposition levels), which can be 199

adjusted to adapt the wavelet representation to the characteristics of the signal. In addition to these features, 200

several attributes related to vocal fold vibration are included to assess the impact of noise on vocal behavior. 201

Detailed information on the extracted feature types is presented in Table 2. 202

3.2.2 Dataset 2 203

The PD speech dataset [44] comprises acoustic features extracted from sustained phonation of the vowel /a/, 204

including voice recordings from 80 subjects, with 40 diagnosed with PD and 40 serving as healthy controls. 205

The dataset is multivariate in nature and falls within the domain of health and medical studies. 206

The acoustic features capture key characteristics of PD-affected speech, including vocal fold instability 207

(jitter and shimmer), degradation in voice quality, and nonlinear phonatory irregularities such as RPDE, 208

DFA, PPE, and GNE. In addition, MFCCs and their temporal delta coefficients represent spectral and 209

dynamic variations in speech, enabling effective discrimination between PD patients and healthy controls. A 210

comprehensive summary of these features, including their physiological and signal-processing aspects, is 211

presented in Table 3. Each instance corresponds to one of three recordings per subject; therefore, samples 212

from the same individual cannot be considered statistically independent. Although the dataset contains 240 213

samples, these correspond to 80 unique subjects [45]. As a result, applying traditional ML algorithms under 214

the assumption of independent and identically distributed (IID) samples may lead to biased performance 215

estimates. Unlike conventional repeated measurements, the replication scheme in this dataset involves feature 216

sets derived from multiple recordings of the same sustained phonation task. While these features are 217

expected to be similar, slight variations arise due to biological differences and limitations in recording and 218

feature extraction processes. Consequently, samples from the same subject exhibit higher similarity compared 219

to those from different subjects [46]. To address these dependencies, subject-aware evaluation strategies or 220

learning approaches designed for dependent data should be employed, as suggested in prior studies [45]. This 221

August 26, 2026 8/30



Table 3. Overview of feature categories extracted from Dataset 2.

Category Measures Features

Metadata Recording, Gender 3

Jitter Jitter rel, Jitter abs, Jitter RAP, Jitter PPQ 4

Shimmer Shim loc, Shim dB, Shim APQ3, Shim APQ5,
Shi APQ11

5

Noise HNR05, HNR15, HNR25, HNR35, HNR38 5

Nonlinear RPDE, DFA, PPE, GNE 4

MFCC MFCC0-MFCC12 13

Temporal Delta0-Delta12 13

ensures a more reliable and unbiased assessment of model performance in PD detection tasks. 222

3.3 Data Preprocessing and Feature Representation 223

The datasets comprise both categorical and numerical features, resulting in a complex feature structure that 224

poses challenges for accurate classification. This complexity necessitates careful preprocessing and effective 225

feature management. To address this, a multi-stage preprocessing pipeline is implemented to prepare the 226

data for ML and FL models. Initially, label encoding [47] is applied to convert categorical binary variables, 227

such as gender, into numerical representations, ensuring compatibility with ML algorithms. Another critical 228

aspect is the presence of class imbalance, a common issue where certain classes are underrepresented. To 229

mitigate this, the Synthetic Minority Over-sampling Technique (SMOTE) [48] is employed to generate 230

synthetic samples for the minority class through linear interpolation between neighboring instances. This 231

process enhances class distribution balance, promoting balanced model performance across classes and 232

minimizing skew toward the larger class. 233

After preprocessing, the datasets are split into feature sets and target sets. To promote unbiased training 234

and evaluation of the model, the data are partitioned into multiple subsets. Specifically, a hold-out test set 235

comprising 20% of the data is reserved solely for the final ved solely for the final performance assessment. 236

The remaining 80% of the data, referred to as the working pool, is further divided into an initial labeled set 237

(10%), a validation set (10%), and an unlabeled pool (80%). This partitioning strategy simulates low-label 238

scenarios commonly encountered in medical applications and facilitates iterative SSL. 239

3.4 Base Learners: Three-Model Ensemble 240

Under the combined multiple feature types setting, three ensemble-based algorithms are developed and 241

trained on equal portions of the aggregated feature sets. The framework integrates ensemble-guided 242

pseudo-labeling with federated optimization to enable robust model training while preserving data privacy. A 243

supervised classification setting is considered, where a small set of labeled samples is available, accompanied 244

by a large amount of unlabeled data. The labeled dataset (L) is defined as in Eq. 1. 245

L = {(xi, yi)}NL
i=1 (1)

where xi denotes the input feature vector of a labeled sample, yi represents the corresponding class label, NL 246

is the total number of labeled samples, and i is the index of the labeled data samples. The unlabeled dataset 247

(U) is defined in Eq. 2. 248

U = {xj}NU
j=1 (2)

where xj denotes the feature vector of an unlabeled sample, NU represents the total quantity of unlabeled 249

samples, and j is the index of the unlabeled data samples. The validation set (V) and the test set (W) are 250

defined in Eq. 3 and Eq. 4, respectively. 251
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V = {(xp)}NV
p=1 (3)

W = {(xq)}NW
q=1 (4)

where xp represents the feature vector of a validation sample, NV denotes the total number of validation 252

samples, and p is the index of the validation data. Similarly, xq denotes the feature vector of a test sample, 253

NW represents the number of test samples, and q is the index of the test data. To promote model diversity, 254

the labeled data are divided into three equal feature subsets, denoted as F1, F2, and F3. Each subset is 255

independently processed by ensemble classifiers. The three base learners XGB, GB, and LGBM are denoted 256

as M1, M2, and M3, respectively. 257

XGB [49] enhances gradient boosting with regularization, though improper tuning may lead to overfitting. 258

It accelerates the boosting process through parallel computation and optimized tree-learning algorithms, 259

thereby improving efficiency and scalability on large datasets. Due to its strong balance between predictive 260

accuracy and computational performance, XGB has become one of the most widely used boosting algorithms. 261

The objective of XGB is to minimize a loss function (L), as defined in Eq. 5. 262

L =

Nx∑
n=1

ℓ(yn, ŷn) + Ω(f) (5)

where ℓ(yn, ŷn) denotes the loss function that measures the discrepancy between the true label yn and the 263

predicted label ŷn, Ω(f) represents the regularization term, and Nx corresponds to the total size of the 264

training samples. 265

GB [50] is an iterative ensemble technique in which successive weak learners are trained to correct the 266

errors of their predecessors. Typically implemented using decision trees as base learners, GB minimizes a 267

specified loss function through gradient-based optimization. In practice, directly estimating the model 268

parameters for a given loss function or custom base learner can be challenging. To address this, the learning 269

process is guided by the negative gradient {gt(x)}, computed from the observed data as defined in Eq. 6. 270

gt(x) = Ey

[
∂ŷ(y, f(x))

∂f(x)

∣∣∣∣∣x
]
, f(x) = f t−1(x) (6)

where ∂ŷ(y,f(x))
∂f(x) denotes the derivative of the loss function with respect to the model prediction, f(x) 271

represents the current prediction, and f t−1(x) corresponds to the prediction from the previous iteration. 272

LGBM [51] is a gradient boosting framework designed to improve training efficiency in terms of speed 273

and memory usage by employing histogram-based representation and a leaf-wise tree growth strategy. It is 274

well-suited for handling large-scale datasets while maintaining high predictive accuracy. The leaf-wise growth 275

approach allows the model to prioritize splits that yield the maximum reduction in loss, often resulting in 276

better performance compared to traditional level-wise tree construction methods [52]. The gain from a split 277

is computed as defined in Eq. 7. 278

Gain =
1

2

(
G2

L

HL + λ
+

G2
R

HR + λ
− G2

H + λ

)
− γ (7)

Where G represents the total gradients of all instances in the current node, and H denotes the sum of the 279

corresponding Hessians. Similarly, GL and HL refer to the gradients and Hessians of the left child node, 280

while GR and HR correspond to those of the right child node. The parameters λ and γ act as regularization 281

terms to regulate model complexity. 282

3.5 FEP-SSL Model 283

The proposed FEP-SSL framework generates pseudo-labels for unlabeled samples using a majority voting 284

strategy with a confidence threshold of 0.95, assigning labels only when at least two base models agree to 285

ensure low-noise labeling. Each client then trains a local hybrid model on its own data, and only the model 286

parameters are shared and aggregated using FedAvg, thereby preserving data privacy. 287
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Algorithm 1: Federated Ensemble-Guided Pseudo-Labeling-based Semi-Supervised Learning (FEP-
SSL)

Require: Labeled dataset L, unlabeled data U , Number of clients K, learning rate η, communication
rounds R, threshold τ , ensemble model Mbest from Algorithm 2

Ensure: Optimized global hybrid model Mglobal

1: Train three base learners on disjoint feature subsets
2: Generate pseudo-labels for U using majority voting
3: Expanded labeled dataset and retrain ensemble Mbest ← {M1,M2,M3} on updated dataset
4: Initialize global parameters Θ(0) using Mbest

5: Distribute Θ(0) to all clients Ck
K
k=1

6: for all clients Ck do
7: Initialize local models θ

(m,0)
k = θ

(m,0)
global

8: end for
9: for r = 1 to R do

10: for all clients Ck in parallel do
11: for m = 1 to 3 do

θ
(m,r)
k ← θ

(m,r−1)
k − η∇

θ
(m,r−1)
k

L
(m)
k

(
θ
(m,r−1)
k

)
12: end for
13: end for
14: for m = 1 to 3 do
15: θ

(m,r)
global ←

∑K
k=1

nk

N θ
(m,r)
k

16: end for
17: Θ(r) ← {θ(1,r)global, θ

(2,r)
global, θ

(3,r)
global}

18: Distribute Θ(r) to all clients
19: end for
20: Mglobal ← Model(Θ(r))
21: Compute feature importance using SHAP

ϕ← SHAP(Mglobal,L)

22: return Mglobal, ϕ

3.5.1 Ensemble-Guided Pseudo-Labeling 288

Following the initial supervised training phase on the available labeled data, the pseudo-labeling process is 289

initiated. The base learners are first trained independently to capture complementary decision patterns from 290

the labeled subset, and are then integrated into a unified ensemble framework. The trained ensemble is 291

applied to the unlabeled data, where each base learner generates class probability estimates. A pseudo-label 292

is assigned based on majority voting with a predefined confidence threshold. This strategy effectively reduces 293

ambiguous and noisy predictions, thereby improving the reliability of pseudo-labels. 294

Most SSL approaches produce pseudo-labels based on the predictions of a single model, without 295

consulting multiple models for consensus. While this enables the use of unlabeled data, it also makes the 296

process highly susceptible to noisy pseudo-labels. Such noise can lead to error propagation, frequent 297

retraining, and greater dependence on manual annotations, thereby increasing both training and labeling 298

costs [53,54]. These issues are particularly pronounced in large, domain-sensitive applications, where labeling 299

errors can significantly undermine model stability and the effectiveness of systematic learning. 300

To mitigate these issues, the framework employs an SSL model with majority voting, which has been 301

demonstrated to produce more reliable pseudo-labels while lowering overall training costs [55]. In each 302

iteration, pseudo-labels are assigned to unlabeled samples only when a majority of the models agree on the 303

same label. This majority voting mechanism effectively filters out ambiguous predictions, ensuring that only 304
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Fig 2. Majority voting–based pseudo-label generation using multiple classifiers.

trustworthy pseudo-labels are incorporated into the expanded labeled set. The pseudo-label assignment 305

procedure is formally defined in Eq. 8. 306

ŷpseudo =

{
c,

∑3
m=1 I.(y(m) = c) ≥ 2

Discard, Otherwise,
(8)

where ŷpseudo represents the final pseudo-label assigned to an unlabeled sample, m ∈ {1, 2, 3} indexes the 307

base models in the ensemble, y(m) denotes the class prediction produced by the m-th model, and I(·) is the 308

indicator function. To further enhance reliability and mitigate labeling noise, the framework employs a 309

hybrid ensemble strategy that combines predictions from multiple models. As shown in Fig. 2, the initially 310

labeled training set is used to collectively train a hybrid ensemble denoted as Mhybrid = {M1,M2,M3}. Each 311

model independently processes the unlabeled data, generating predictions y1, y2, and y3. Rather than 312

assigning pseudo-labels based on a single model’s output, the framework incorporates a majority voting 313

module. When a sample meets the confidence criterion, it is assigned a pseudo-label and added to the 314

training set for subsequent iterations. By leveraging inter-model consensus and confidence filtering, the 315

framework significantly reduces labeling noise at a manageable computational cost. Only high-confidence, 316

consensus-based samples are retrained, minimizing redundancies and preventing the propagation of errors. 317

All newly accepted pseudo-labeled samples P are added to the labeled dataset L. This incorporation of 318

accepted pseudo-labeled samples into the labeled set is formally defined in Eq. 9. 319

L(t+1) = L(t) ∪ {(xj , ŷpseudo)} (9)

The pseudo-labeled samples that meet the acceptance criteria are incorporated into the labeled dataset 320

and simultaneously removed from the unlabeled set. Subsequently, each base learner is retrained on this 321

expanded labeled set by minimizing the regularized cross-entropy loss defined in Eq. 10. 322

θ∗m = argmin
θm

∑
(x,y)∈L

LCE(y,Mm(x; θm)) + λΩ(θm) (10)

where Mm(x; θm) denotes the output of the m-th base learner with parameters θm, θ∗m represents the 323

optimal parameters of the m-th model after retraining, LCE is the cross-entropy loss function, Ω(θm) is the 324

regularization term, and λ is the regularization coefficient controlling model complexity. The optimal hybrid 325

model is then selected according to validation performance, as defined in Eq. 11. 326

Mbest = argmax
M(t)

Eval(M(t)V) (11)

where M (t) denotes the hybrid ensemble model obtained at iteration t of the pseudo-labeling process. To 327

ensure model stability and reduce overfitting, the framework retains the hybrid model that performs best on 328

the validation set. The model is evaluated iteratively throughout training and the current validation score is 329

compared with the previously recorded best score. When scorecurrent > scorebest, the corresponding model 330

parameters are updated and stored as the best model. The pseudo-labeling process terminates when either of 331

the following conditions is met: (a) no new pseudo-labeled samples are added in an iteration, or (b) no 332

improvement in validation performance is observed over two consecutive iterations. 333

The proposed ensemble-guided pseudo-labeling mechanism integrates majority voting with confidence 334

thresholding to generate reliable pseudo-labels. This approach enhances labeling quality, reduces annotation 335

costs, and lowers computational overhead. By accepting only high-confidence pseudo-labels, the framework 336

minimizes reliance on manual annotation—particularly costly and time-consuming in healthcare and 337

biomedical applications. The consensus mechanism also filters out low-confidence predictions, preventing 338

contamination of the training set and avoiding unnecessary retraining. Consequently, the labeled dataset is 339

progressively expanded, improving training stability and accelerating convergence, as outlined in Algorithm 2. 340
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Algorithm 2: Ensemble-Guided Pseudo-Labeling

Require: Labeled dataset L, unlabeled dataset U , validation dataset V, Test dataset W, threshold τ
Ensure: Optimized ensemble model Mbest,maximum pseudo-labeling iterations T
1: Partition the feature space of L into three equal-sized, pairwise disjoint subsets F1, F2, and F3.
2: Train base learners
3: M1 ← XGB(L[F1])
4: M2 ← GB(L[F2])
5: M3 ← LGBM(L[F3])
6: Mhybrid ← {M1,M2,M3}
7: scorebest ← Evaluate(Mhybrid,V)
8: Mbest ←Mhybrid

9: for t = 1 to n do
10: P ← ∅
11: for all xj ∈ U do
12: y1 ←M1(xj)
13: y2 ←M2(xj)
14: y3 ←M3(xj)
15: (ŷpseudo, conf)← MajorityVote(y1, y2, y3)
16: if conf ≥ τ then
17: P ← P ∪ {(xj , ŷpseudo)}
18: end if
19: end for
20: if |P| = 0 then
21: break
22: end if
23: L ← L ∪ P
24: U ← U \ {xj | (xj , yj) ∈ P}
25: Retrain Mhybrid on updated L
26: scorecurrent ← Evaluate(Mhybrid,V)
27: if scorecurrent > scorebest then
28: scorebest ← scorecurrent
29: Mbest ←Mhybrid

30: end if
31: if t ≥ 2 and no improvement in last two iterations then
32: break
33: end if
34: end for
35: return Mbest

341

3.5.2 Federated Learning with Hybrid Local Models 342

Centralized learning in healthcare carries substantial privacy and regulatory risks due to the transfer and 343

storage of sensitive patient data. To address these concerns, the proposed framework, integrated with 344

FedAvg [20], keeps patient data locally at each client, exchanging only model parameters with the central 345

server, thereby preserving data privacy. To emulate realistic clinical data heterogeneity, the local datasets 346

across clients are partitioned using a Dirichlet distribution with concentration parameter β = 0.8, which 347

introduces non-IID characteristics by assigning varying class proportions to each client. Such a setting 348

reflects real-world scenarios where hospitals encounter diverse patient populations with different disease 349

distributions. Conventional FL approaches often face challenges under non-IID data distributions, which can 350

lead to unstable convergence and reduced generalization performance. In contrast, the proposed framework is 351

explicitly designed to maintain stable learning under such heterogeneous conditions [56]. Each client employs 352

three complementary sub-models to capture diverse data characteristics, while a confidence-aware SSL 353
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pseudo-labeling method is applied locally. The global model is updated periodically through iterative 354

communication rounds. 355

The FL setup is evaluated on speech data from individuals exhibiting diverse acoustic characteristics and 356

varying disease severity, reflecting real-world clinical scenarios. This heterogeneity is additionally reinforced 357

through the use of a Dirichlet distribution-based partitioning strategy, ensuring that each client possesses 358

distinct yet representative data distributions. By integrating client-specific hybrid local models, 359

confidence-aware pseudo-labeling, and federated aggregation, the framework effectively handles this 360

heterogeneity, achieving stable convergence and robust global performance. The system operates in a 361

collaborative learning environment comprising a central server and a fixed set of K participating clients, 362

denoted as {C1, C2, . . . , CK}. Each client Ck maintains a private local dataset Dk, which remains on-device 363

and is never transmitted to the central server. The union of all client datasets constitutes the global dataset 364

D. The size of client k’s local dataset is denoted by nk = |Dk|, representing the number of samples stored at 365

that client. Prior to the start of FL, the global parameters are initialized with the best hybrid model Mbest 366

obtained from the pseudo-labeling phase, as defined in Eq. 12. 367

Θ(0) = {θ(1,0)global, θ
(2,0)
global, θ

(3,0)
global} (12)

Each communication round comprises a coordinated between the server and the involved clients. The 368

local update for each model type m as defined in Eq. 13. 369

Each client initializes its local hybrid model by adopting the current global parameters. The learning 370

process proceeds iteratively across a sequence of communication rounds indexed by r = 1, 2, . . . , R. Each 371

round involves coordinated interactions between the central server and all participating clients. The local 372

update for each model type m is defined in Eq. 13. 373

θ
(m,r)
k = θ

(m,r−1)
k − η∇

θ
(m,r−1)
k

L
(m)
k

(
θ
(m,r−1)
k

)
(13)

given: 374

L
(m)
k

(
θ
(m,r−1)
k

)
=

1

nk

∑
(x,y)∈Dk

ℓ(m)
(
y,Mm

(
x(m), θ

(m,r−1)
k

))
where θ

(m,r)
k and θ

(m,r−1)
k represent the parameters of the m-th sub-model at client k after the current and 375

previous communication rounds, respectively. The term ∇
θ
(m,r−1)
k

denotes the gradient with respect to 376

θ
(m,r−1)
k , and L

(m)
k

(
θ
(m,r−1)
k

)
is the corresponding local loss function. The global update after round r is 377

defined in Eq. 14. 378

Θ(r) =
{
θ
(m,r)
global

}3

m=1
(14)

given: 379

θ
(m,r)
global =

K∑
k=1

nk

N
θ
(m,r)
k ,

Let Θ(r) represent the global model parameter set obtained after the r-th communication round in the FL 380

process. The final global hybrid model is then formed by aggregating these parameters, as defined in Eq. 15. 381

Mglobal = Model(Θ(r)) (15)

Overall, the proposed model improves learning performance, addresses data heterogeneity, lowers 382

annotation costs, and facilitates privacy-preserving PD detection. 383

3.6 Model Interpretability 384

Shapley Additive Explanations (SHAP) is a model-agnostic interpretability method that explains ML 385

predictions by assigning Shapley values to individual features, reflecting their contributions based on 386

principles from cooperative game theory [57]. By quantifying the magnitude of feature contributions, SHAP 387
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evaluates both the significance of features and their interactions across the dataset. In this study, SHAP is 388

applied to test samples to derive global model interpretability, enabling a holistic understanding of how 389

features influence the model’s predictions beyond individual instances. This approach enhances the 390

transparency of model decisions and offers detailed insights into the role of each feature. The Shapley value 391

for a feature b is computed as defined in Eq. 16. 392

ϕb =
∑

S⊆N\{b}

|S|! (|N | − |S| − 1)!

|N |!
[v(S ∪ {b})− v(S)] (16)

where ϕj is the Shapley value associated with feature b, S is a feature subset excluding b, N represents the 393

set of all features, and v(S) denotes the model output corresponding to the feature set S. The difference 394

v(S ∪ {b})− v(S) captures the marginal contribution of feature b to the subset S, while the factorial-based 395

coefficient ensures that contributions are fairly averaged across all possible feature orderings. Intuitively, 396

Shapley values quantify the average marginal contribution of a feature over all subsets, providing a 397

theoretically grounded measure of feature importance. Examining these values allows identification of the 398

most influential features and their interactions, thereby enhancing model interpretability. 399

3.7 Cross-validation protocol 400

Each dataset in this study contains three voice recordings per individual, requiring strict subject-level 401

separation between train test sets to avoid data leakage. The proposed models are evaluated using Monte 402

Carlo Cross-Validation (MCCV) over five rounds, ensuring that recordings from the same individual do not 403

appear in both phases. MCCV provides a more realistic and unbiased assessment of model performance by 404

maintaining subject-level separation while repeatedly sampling stratified training and testing splits, resulting 405

in more reliable classification outcomes. This validation strategy reduces performance variability, mitigates 406

class imbalance, and enhances model robustness and generalizability. In contrast, many existing studies 407

employ leave-one-out cross-validation, which can yield biased estimates when multiple samples per subject 408

exist, as recordings from the same individual may influence both training and testing sets. 409

4 Result and Discussion 410

This section provides a comprehensive overview of the experimental results, covering the experimental 411

protocol and evaluation setup, SSL progression, ablation studies, comparison with existing SSL algorithms, 412

and the framework’s interpretability using SHAP. 413

4.1 Experimental setup 414

The experiments are performed using Python in the Google Colaboratory (Colab) environment with an 415

NVIDIA T4 GPU. To ensure fair and consistent comparisons, all classifiers are trained and evaluated using 416

their default hyperparameters. Data integrity is maintained, and leakage is prevented by assigning each 417

participant’s data to a single subset—labeled, unlabeled, validation, or testing—without overlap. 418

Furthermore, an ensemble-guided pseudo-labeling strategy is applied to effectively utilize unlabeled data 419

within the SSL framework. To simulate realistic client heterogeneity, the data across participants are 420

partitioned using a Dirichlet distribution with concentration parameter β = 0.8, reflecting the variable class 421

distributions observed in real-world clinical settings. For clarity, the study defines four distinct model stages 422

as follows: 423

Initial Model: The model is trained solely on the labeled dataset. 424

Retrained Model: The model is trained on the dataset after applying pseudo-labeling. 425

Final Model: The retrained model is further refined using majority voting, leveraging both the expanded 426

labeled dataset and pseudo-labeled samples to enhance performance. 427

Global Model: The model is obtained by aggregating pseudo-labeled datasets from all participating clients 428

using the FedAvg algorithm. 429

The classification task is framed as a binary problem, where 1 represents a PD patient and 0 represents a 430
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healthy individual. To thoroughly assess predictive performance, multiple evaluation metrics are employed, 431

including Accuracy, Macro-average Precision (maP), Macro-average Recall (maR), Macro-average F1 (maF1), 432

ROC-AUC, Matthews Correlation Coefficient (MCC), and Cohen’s kappa. These metrics are calculated 433

based on True Positives (TP), False Positives (FP), False Negatives (FN), and True Negatives (TN). This 434

thorough evaluation offers a balanced measure of model performance, particularly under class imbalance, by 435

effectively accounting for both positive and negative prediction outcomes. The key parameters setting are 436

summarized in Table 4. 437

Table 4. Hyperparameter settings in the proposed framework.

Parameter Value
Random seed 42
Learning rate 0.1
Confidence threshold (τ) ≥ 0.95
N estimators 120
Max depth 6
Subsample 0.8
Eval metric logloss
Stratified sampling Yes
Pseudo-labeling iterations 20
Number of clients 10
Local epochs per client 5
Dirichlet concentration (non-IID) 0.8
Aggregation method FedAvg

Accuracy: Accuracy quantifies the performance of a classification model by representing the percentage 438

of correct predictions (TP and TN) out of all predictions, as defined in Eq. 17. 439

Accuracy =
TP + TN

TP + TN + FP + FN
(17)

440

Macro-average Precision (maP): In multi-class classification, maP computes the precision for each class 441

and then averages these values across all classes N , as defined in Eq. 18 442

mAP =
1

N

N∑
c=1

TPc

TPc + FPc
(18)

443

Macro-average Recall (maR): maR is the unweighted average of per-class recall, providing an objective 444

measure of model performance, particularly in imbalanced datasets, as defined in Eq. 19. 445

maR =
1

N

N∑
c=1

TPc

TPc + FNc
(19)

446

Macro-average F1 (maF1): The maF1 is used for multi-class classification and is computed by calculating 447

the F1 score for each class individually and then taking the arithmetic mean across all classes, as defined in 448

Eq. 20. 449

maF1 =
1

N

N∑
c=1

2 · Precisionc · Recallc
Precisionc +Recallc

(20)

450

ROC-AUC: The ROC-AUC evaluates the model’s capability to differentiate classes by assessing the 451

trade-off between True Positive Rate (TPR) and False Positive Rate (FPR) across thresholds, as defined in 452

Eq. 21. 453

AUC =

∫ 1

0

TPR(FPR−1(x))dx (21)
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454

Matthews Correlation Coefficient (MCC): MCC incorporates all four components—TP, TN, FP, and 455

FN—and is especially effective for assessing performance on imbalanced datasets, as defined in Eq. 22. 456

MCC =
(TP × TN)− (FP × FN)√

(TP + FP )(TP + FN)(TN + FP )(TN + FN)
(22)

457

Cohen’s Kappa: The Kappa coefficient quantifies the agreement between predicted and true labels, while 458

accounting for the level of agreement expected by random chance, as defined in Eq. 23. 459

κ =
po − pe
1− pe

(23)

where po represents the observed agreement and pe denotes the agreement expected by chance. 460

4.2 SSL Progression 461

The effectiveness of the proposed ensemble-guided pseudo-labeling strategy is assessed by tracking the 462

iteration-wise performance progression of the model on the complete feature set. This evaluation 463

demonstrates that classification quality can be enhanced through iterative pseudo-label refinement within the 464

same model family, without altering the underlying architecture. Fig. 3 presents the performance history for 465

Dataset 1, showing maF1 and MCC across SSL training iterations. Both metrics exhibit a steady upward 466

trend, with substantial performance gains observed as iterative pseudo-labels are incorporated. The peak 467

performance occurs at iteration 7, achieving 95.55% maF1 and 91.48% MCC, reflecting optimal 468

class-balanced discrimination and strong correlation between predicted and true labels. Although minor 469

fluctuations appear in subsequent iterations, the overall trend confirms that the SSL framework effectively 470

enhances generalization while avoiding overfitting. 471

Fig 3. Performance progression of the proposed framework across iterations on Dataset 1, measured using
maF1 and MCC.

Fig. 4 illustrates the evolution of maF1 and MCC across SSL iterations for Dataset 2 using the complete 472

feature set. The iterative pseudo-label refinement process gradually improves performance, reaching 473

approximately 71.31% maF1 and 50.59% MCC by iteration 5. A temporary dip occurs at iteration 7, where 474

maF1 and MCC decrease to 68.70% and 46.20%, respectively, indicating minor instability during 475

pseudo-label updates. Nevertheless, the model stabilizes in subsequent iterations and attains its peak 476

performance at iteration 12, achieving 85.01% maF1 and 73.12% MCC, representing the highest overall 477

classification performance. 478

Fig 4. Performance progression of the proposed framework across iterations on Dataset 2, measured using
maF1 and MCC.

4.3 Model Comparison Across Datasets 479

A concise summary of the proposed framework’s effectiveness is provided through performance comparisons 480

across all evaluated datasets, emphasizing its generalization capability and consistency. 481

Table 5. Comparison of Initial, Retrained, Final, and Global Models’ performance on Dataset 1.

Model Accuracy (%) maF1 (%) MCC (%) Kappa (%)
Initial Model 83.89± 5.34 70.96± 11.35 46.14± 22.58 43.26± 21.51
Retrained Model 93.63± 3.22 87.22± 6.50 75.67± 12.92 74.54± 12.94
Final Model 97.18± 0.81 94.69± 1.63 89.94± 2.96 89.41± 3.25
Global Model 97.14 97.14 97.14 96.43

August 26, 2026 17/30



As presented in Table 5, the Initial Model attains an accuracy of 83.89% (±5.34), whereas the Final 482

Model substantially improves performance, achieving an accuracy of 97.18% (±0.81) through iterative 483

training. While the Final Model reaches an MCC of 89.94% (±2.96), the Global Model demonstrates 484

superior overall consistency, attaining a peak maF1 of 97.14%, an MCC of 97.14%, and a maximum Kappa 485

value of 96.43%. In comparison, Sakar et al. [58] reported a maximum accuracy of 89%, with an F1-score of 486

84% and MCC of 59% using feature subset selection. The proposed framework outperforms this approach, 487

achieving an accuracy of 97.14% and a maF1 of 97.14%. 488

Table 6. Comparison of Initial, Retrained, Final, and Global Models performance on Dataset 2.

Model Accuracy (%) maF1 (%) MCC (%) Kappa (%)
Initial Model 80.62± 5.59 68.82± 12.54 40.88± 21.71 39.34± 22.88
Retrained Model 86.83± 2.78 74.02± 7.66 52.53± 12.99 49.07± 14.44
Final Model 92.24± 4.29 85.00± 8.20 73.12± 14.70 70.46± 16.08
Global Model 95.50 95.50 95.30 93.05

Similarly, as shown in Table 6, the performance on Dataset 2 improves steadily across the training stages. 489

The Initial Model gains an accuracy of 80.62% (±5.59), while the Retrained Model increases accuracy to 490

86.83% (±2.78). The Final Model further enhances discriminative capability, reaching 92.24% (±4.29) 491

accuracy, with notable gains in maF1 (85.00% ±8.20) and MCC (73.12% ±4.70). The Global Model attains 492

the best overall performance, achieving 95.50% accuracy and maF1, along with the highest MCC of 95.30% 493

and Kappa of 93.05%. In comparison, Naranjo et al. [45] reported maximum accuracy and precision of 70% 494

and 81%, respectively, using selected feature subsets, highlighting the limitations of handcrafted feature 495

selection and subject-level Bayesian assumptions, which reduce scalability for larger datasets. These results 496

demonstrate that the proposed framework effectively enhances model performance through iterative 497

pseudo-labeling and retraining. 498

4.4 Final Model Performance 499

To further evaluate the generalization capability of the Final Model, its performance is tested on independent 500

validation and test datasets. The model demonstrates high accuracy and robust agreement metrics, 501

confirming its reliability and stability on previously unseen samples.

Table 7. Final Model validation and test performance on Dataset 1 and Dataset 2.

Dataset Model Accuracy (%) maF1 (%) MCC (%) Kappa (%)

Dataset 1
Final Model (Validation) 96.87 96.87 96.87 95.50

Final Model (Test) 96.52 96.52 96.52 95.58

Dataset 2
Final Model (Validation) 93.40 93.40 93.40 90.21

Final Model (Test) 94.35 94.35 94.35 92.81

502

The performance results for Dataset 1 and Dataset 2, respectively, are summarized in Table 7. The model 503

reaches an accuracy of 96.87% on the validation set and 96.52% on the test set, along with high maF1, MCC, 504

and Kappa values for Dataset 1. The close agreement between validation and test results indicates stable 505

learning behavior and minimal performance degradation when applied to unseen samples. A similar trend is 506

observed for Dataset 2, the Final Model achieves an accuracy of 93.40% on the validation set and 94.35% on 507

the test set, demonstrating that the learned representations generalize effectively to different data 508

distributions. The agreement metrics further indicate consistent class predictions and stable decision 509

boundaries. 510

4.5 Complexity Analysis of Ensemble Guided Pseudo Labeling Models 511

In addition to predictive performance, the computational efficiency of the proposed framework is assessed 512

using Root Mean Square Error (RMSE), Mean Absolute Error (MAE), training time, and inference time. 513
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Table 8 summarizes the efficiency analysis for both Dataset 1 and Dataset 2 across the Initial, Retrained, 514

and Final Models. 515

Table 8. Computational efficiency analysis across Dataset 1 and Dataset 2.

Dataset Model RMSE MAE Training Time (s) Inference Time (s)

Dataset 1
Initial Model 0.3974± 0.0632 0.1611± 0.0534 3.0371± 0.4470 0.0126± 0.0087
Retrained Model 0.2461± 0.0629 0.0637± 0.0322 15.0081± 0.9248 0.0246± 0.0192
Final Model 0.1664± 0.0246 0.0282± 0.0081 25.2492± 0.6645 0.0463± 0.0226

Dataset 2
Initial Model 0.4364± 0.0645 0.1938± 0.0559 0.9205± 0.0940 0.0269± 0.0145
Retrained Model 0.3613± 0.0382 0.1317± 0.0278 0.8687± 0.1721 0.0240± 0.0180
Final Model 0.2907± 0.1001 0.0925± 0.0429 1.1116± 0.5903 0.0153± 0.0136

For Dataset 1, error metrics decrease progressively from the Initial Model to the Final Model, with the 516

Final Model achieving the lowest RMSE (0.1664 ± 0.0246) and MAE (0.0282 ± 0.0081). Although the Final 517

Model requires a longer training time (25.25 ± 0.66 s), its inference time remains low (0.0463 ± 0.23 s). 518

Dataset 2, exhibits a similar pattern, where the Final Model attains the lowest RMSE (0.2907 ± 0.1001) and 519

MAE (0.0925 ± 0.0429), highlighting the effectiveness of iterative pseudo-labeling and retraining. While 520

additional SSL optimization increases training duration, inference remains efficient, resulting in minimal 521

deployment cost. These results demonstrate a favorable accuracy–efficiency tradeoff, with substantial error 522

reduction achieved at a modest increase in computational effort. 523

4.6 Feature-group ablation study 524

To examine the contribution of different feature groups to the proposed framework, a comprehensive ablation 525

study is conducted separately on Dataset 1 and Dataset 2. In this study, selected feature groups are 526

systematically excluded while retaining the remaining features, enabling analysis of their individual and 527

combined impact on classification performance. Evaluation is performed using multiple metrics, including 528

Accuracy, maP, maR, maF1, MCC, Kappa, RMSE, and MAE. 529

The ablation results presented in Table 9 reveal clear and interpretable trends regarding the contribution 530

of individual feature groups. Removing the TQWT features leads to a substantial performance decline, with 531

MCC dropping from 89.94% to 77.13%, accuracy from 97.18% to 95.71%, and maF1 from 94.69% to 87.71%, 532

demonstrating that TQWT captures highly discriminative nonlinear time-frequency features essential for PD 533

classification. Excluding MFCC features also results in notable performance degradation, particularly in 534

MCC and recall-related metrics, highlighting that MFCC provides complementary spectral information that 535

enhances class separability when combined with nonlinear representations. Conversely, removing wavelet 536

features slightly improves performance (MCC 89.94% to 91.02%; maF1 94.69% to 95.35%) and reduces 537

training time, suggesting potential redundancy or noise introduced by these features. Exclusion of baseline or 538

other time-frequency features produces moderate performance decay, indicating a supportive but 539

non-dominant role in stabilizing classification. 540

For Dataset 2, the exclusion of Temporal or MFCC feature groups results in consistent performance 541

degradation across key evaluation metrics for the Final Model. Specifically, removing MFCC features reduces 542

accuracy from 92.24% to 88.62%, MCC from 73.12% to 61.22%, and maF1 from 85.00% to 78.56%. In 543

contrast, eliminating Noise or Nonlinear feature groups improves performance across the feature set. For 544

example, omitting Noise features increases accuracy from 92.24% to 92.67% and MCC from 73.12% to 545

74.69%, while removing Nonlinear features further enhances performance, achieving an MCC of 80.19% and 546

maF1 of 89.68%. These observations suggest that certain feature groups may introduce redundancy or 547

dataset-specific noise that negatively impacts generalization. 548

Overall, across both datasets, while the full feature set provides competitive performance, carefully 549

selected reduced feature combinations consistently outperform it, suggesting that strategic feature fusion is 550

more effective than exhaustive feature aggregation. The consistent ablation patterns observed in the Initial, 551

Retrained, Final, and Global Models indicate that the proposed framework preserves stable and interpretable 552

feature importance relationships. 553
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Table 9. Feature-group ablation results on Dataset 1 across multiple performance metrics, with the top
three results highlighted in green, blue, and red.
Excluded
Feature

Model Accuracy (%) maP (%) maR (%) maF1 (%) MCC (%) Kappa (%) RMSE MAE

TQWT

Initial Model 81.67± 5.41 73.61± 10.87 65.89± 10.29 67.39± 11.71 38.36± 21.34 36.35± 21.91 0.4242± 0.0647 0.1833± 0.0541
Retrained
Model

92.50± 2.89 87.05± 8.37 75.71± 7.47 79.75± 7.84 61.54± 15.27 59.75± 15.55 0.2689± 0.0581 0.0750± 0.0289

Final Model 95.71± 1.01 95.52± 3.46 82.70± 2.89 87.71± 2.98 77.13± 5.89 75.51± 5.92 0.2059± 0.0242 0.0429± 0.0101
Global Model 95.69 94.49 95.69 95.69 95.69 94.49 0.0431 0.0431

Baseline

Initial Model 83.89± 6.02 78.85± 14.54 68.21± 11.13 70.59± 13.07 45.60± 25.10 42.73± 24.72 0.3961± 0.0729 0.1611± 0.0602
Retrained
Model

95.00± 2.15 95.90± 2.68 86.10± 5.81 89.91± 4.81 81.29± 8.56 79.94± 9.50 0.2195± 0.0478 0.0500± 0.0215

Final Model 97.34± 0.38 97.93± 0.79 92.39± 1.19 94.88± 0.79 90.14± 1.46 89.77± 1.57 0.1628± 0.0117 0.0266± 0.0038
Global Model 96.97 96.43 96.97 96.97 96.97 96.43 0.0303 0.0303

Time Frequency

Initial Model 84.44± 5.41 78.67± 12.71 70.36± 10.25 72.72± 12.00 48.25± 22.87 46.49± 22.65 0.3903± 0.0637 0.1556± 0.0541
Retrained
Model

94.55± 1.93 94.84± 2.91 84.67± 4.88 88.68± 4.29 78.80± 7.94 77.48± 8.49 0.2303± 0.0437 0.0545± 0.0193

Final Model 97.52± 0.52 97.72± 0.84 92.57± 1.91 94.89± 1.16 90.12± 2.15 89.80± 2.31 0.1567± 0.0166 0.0248± 0.0052
Global Model 96.73 96.13 96.73 96.73 96.73 96.13 0.0327 0.0327

Vocal Fold

Initial Model 83.89± 5.34 79.32± 14.01 68.21± 9.21 70.96± 11.35 46.14± 22.58 43.26± 21.51 0.3974± 0.0632 0.1611± 0.0534
Retrained
Model

93.58± 2.59 93.70± 4.11 83.24± 6.27 87.18± 5.67 76.11± 10.40 74.53± 11.19 0.2492± 0.0513 0.0642± 0.0259

Final Model 97.04± 0.70 97.29± 1.24 92.41± 1.76 94.61± 1.32 89.55± 2.53 89.23± 2.64 0.1710± 0.0216 0.0296± 0.0070
Global Model 96.96 95.39 96.96 96.96 96.96 95.39 0.0304 0.0304

MFCC

Initial Model 83.89± 7.19 77.58± 14.99 69.11± 12.70 71.30± 14.35 45.78± 27.60 43.84± 27.51 0.3915± 0.0989 0.1611± 0.0719
Retrained
Model

94.80± 2.59 95.19± 2.42 86.11± 7.85 89.42± 6.05 80.47± 10.29 78.99± 11.91 0.2224± 0.0562 0.0520± 0.0259

Final Model 97.39± 1.00 97.58± 1.90 92.33± 2.24 94.71± 2.05 89.75± 4.04 89.43± 4.09 0.1591± 0.0314 0.0261± 0.0100
Global Model 95.44 94.64 95.44 95.44 95.44 94.64 0.0456 0.0456

Wavelet

Initial Model 87.22± 5.76 83.56± 11.58 75.71± 12.81 77.45± 13.94 58.11± 24.46 56.11± 25.74 0.3510± 0.0759 0.1278± 0.0576
Retrained
Model

97.01± 0.78 98.25± 0.44 91.58± 2.20 94.49± 1.53 89.56± 2.78 88.99± 3.05 0.1717± 0.0234 0.0299± 0.0078

Final Model 97.48± 0.85 97.82± 1.12 93.34± 2.66 95.35± 1.69 91.02± 3.08 90.70± 3.37 0.1570± 0.0272 0.0252± 0.0085
Global Model 97.31 96.58 97.31 97.31 97.31 96.58 0.0269 0.0269

All

Initial Model 83.89± 5.34 79.32± 14.01 68.21± 9.21 70.96± 11.35 46.14± 22.58 43.26± 21.51 0.3974± 0.0632 0.1611± 0.0534
Retrained
Model

93.63± 3.22 92.68± 6.81 83.57± 6.35 87.22± 6.50 75.67± 12.92 74.54± 12.94 0.2461± 0.0629 0.0637± 0.0322

Final Model 97.18± 0.81 98.36± 0.46 91.84± 2.35 94.69± 1.63 89.94± 2.96 89.41± 3.25 0.1664± 0.0246 0.0282± 0.0081
Global Model 97.14 96.43 97.14 97.14 97.14 96.43 0.0286 0.0286

Table 10. Feature-group ablation results on Dataset 2 across multiple performance metrics, with the top
three results highlighted in green, blue, and red.
Excluded
Feature

Model Accuracy (%) maP (%) maR (%) maF1 (%) MCC (%) Kappa (%) RMSE MAE

Acoustic

Initial Model 82.50± 3.56 84.57± 5.75 68.33± 9.01 69.87± 10.51 48.29± 12.48 42.49± 17.71 0.4165± 0.0435 0.1750± 0.0356
Retrained Model 88.85± 1.61 86.89± 4.63 71.29± 5.28 75.45± 5.10 55.64± 7.89 51.74± 9.61 0.3333± 0.0239 0.1115± 0.0161
Final Model 92.26± 2.33 93.26± 4.14 78.99± 6.44 83.61± 5.75 70.54± 9.84 67.61± 11.21 0.2755± 0.0439 0.0774± 0.0233
Global Model 95.86 94.72 95.86 95.86 95.86 94.72 0.0414 0.0414

Noise

Initial Model 83.12± 3.56 83.67± 3.83 69.58± 8.67 71.49± 10.35 49.76± 12.82 45.21± 17.53 0.4090± 0.0432 0.1688± 0.0356
Retrained Model 85.77± 3.99 81.84± 10.31 69.86± 4.90 73.03± 5.54 49.87± 12.46 46.76± 11.23 0.3746± 0.0496 0.1423± 0.0399
Final Model 92.67± 1.27 92.65± 1.79 82.84± 4.52 86.43± 2.98 74.69± 4.84 73.05± 5.84 0.2700± 0.0238 0.0733± 0.0127
Global Model 96.08 94.00 96.08 96.08 96.08 94.00 0.0392 0.0392

Non Linear

Initial Model 79.38± 7.19 73.28± 16.19 65.42± 11.08 66.80± 12.81 37.55± 25.69 35.20± 24.47 0.4485± 0.0798 0.2062± 0.0719
Retrained Model 86.12± 3.93 82.43± 14.39 66.53± 10.43 69.08± 11.31 45.09± 21.06 40.02± 21.28 0.3698± 0.0503 0.1388± 0.0393
Final Model 93.13± 1.11 93.13± 1.84 87.34± 2.92 89.68± 1.86 80.19± 3.35 79.42± 3.69 0.2613± 0.0220 0.0687± 0.0111
Global Model 95.91 94.00 95.91 95.91 95.91 94.00 0.0409 0.0409

MFCC

Initial Model 81.88± 5.13 84.81± 10.39 67.92± 8.15 69.65± 9.92 48.11± 14.99 41.87± 17.28 0.4224± 0.0563 0.1571± 0.0433
Retrained Model 84.29± 4.33 76.04± 6.71 63.53± 14.43 64.96± 14.43 36.32± 9.55 32.43± 9.38 0.3932± 0.0563 0.1574± 0.0433
Final Model 88.62± 2.32 88.66± 6.45 74.42± 4.33 78.56± 4.59 61.22± 8.86 57.75± 8.90 0.3360± 0.00344 0.1138± 0.0233
Global Model 95.27 91.61 95.27 95.27 95.27 91.61 0.0473 0.0473

Temporal

Initial Model 83.12± 4.19 82.19± 7.69 71.25± 7.57 73.33± 7.92 51.41± 12.31 47.95± 14.55 0.4082± 0.0518 0.1688± 0.0419
Retrained Model 87.45± 2.97 81.72± 9.19 71.43± 7.05 74.39± 6.91 51.74± 13.87 49.36± 13.55 0.3523± 0.0418 0.1255± 0.0297
Final Model 92.58± 1.34 91.56± 2.25 88.73± 1.74 89.98± 1.78 80.23± 3.58 79.98± 3.55 0.2714± 0.0261 0.0742± 0.0134
Global Model 94.94 94.00 94.94 94.94 94.94 94.00 0.0506 0.0506

All

Initial Model 80.62± 5.59 73.77± 9.81 67.92± 11.18 68.82± 12.54 40.88± 21.71 39.34± 22.88 0.4364± 0.0645 0.1938± 0.0559
Retrained Model 86.83± 2.78 83.66± 6.91 70.98± 7.87 74.02± 7.66 52.53± 12.99 49.07± 14.44 0.3613± 0.0382 0.1347± 0.0371
Final Model 92.24± 4.29 92.72± 5.04 81.48± 9.33 85.00± 8.20 73.12± 14.70 70.46± 16.08 0.290700± 0.01001 0.0925± 0.0429
Global Model 95.50 93.00 95.50 95.50 95.50 93.05 0.0452 0.0388
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Fig 5. MCC variation with feature group removal in Dataset 1.

Fig 6. MCC variation with feature group removal in Dataset 2.

The change in MCC (∆MCC) obtained by removing individual feature groups from the full feature set, as 554

defined in Eq. 24. 555

∆MCC = MCCexcept −MCCfull (24)

Using the full dataset, the model achieves an MCC of 97.14%, serving as the reference baseline. The 556

largest performance decline occurs when the MFCC feature group is excluded, causing MCC to drop from 557

97.14% to 95.44% (∆MCC = −1.70%), representing the most substantial negative impact among all feature 558

groups. Similarly, removing TQWT features reduces MCC from 97.14% to 95.69% (∆MCC = −1.45%), 559

highlighting TQWT’s role in capturing highly discriminative time-frequency characteristics related to PD 560

vocal impairments. In contrast, excluding the Wavelet feature group slightly improves MCC (∆MCC = 561

+0.17%), suggesting potential redundancy or noise when combined with more expressive representations such 562

as TQWT and MFCC. Fig. 5 clearly illustrates that TQWT and MFCC are the most critical feature sets in 563

the proposed framework, as the absence of either results in a marked decline in classification performance. 564

As illustrated in Fig. 6, the greatest performance decline for Dataset 2 occurs when Temporal features are 565

excluded, with MCC dropping from 95.50% to 94.94%, highlighting the importance of temporal dynamics in 566

capturing disease-related variations. Similarly, excluding MFCC features reduces MCC from 95.50% to 567

95.27%, confirming their critical role in effective PD detection. In contrast, removal of Acoustic, Noise, or 568

Nonlinear feature groups results in minor performance improvements. These findings indicate that MFCC 569

and Temporal features are the most discriminative components for Dataset 2. 570

Overall, the ablation analysis highlights that MFCC features are consistently critical across both datasets, 571

while TQWT features play a key role in Dataset 1 and Temporal features are most important in Dataset 2. 572

Feature groups whose removal results in a positive ∆MCC are comparatively less informative, whereas those 573

producing a negative ∆MCC are essential for achieving robust and reliable classification performance. 574

4.7 Comparison with Existing SSL models 575

Following the experimental evaluation of the proposed framework, its effectiveness was further assessed by 576

benchmarking against several state-of-the-art SSL models on the same datasets [59]. The comparison 577

included Rasco [60] and RelRasco [61], which employ ensemble strategies combined with subspace selection, 578

as well as CoTrainingByCommittee [62] and CoTraining [63], both of which expand the labeled set using 579

multiple classifiers or views. Additionally, Setred [64] incorporates a rejection mechanism to filter noisy 580

predictions, while DeTriTraining [65] leverages consensus among multiple classifiers to assign labels to 581

unlabeled data. Other approaches, including CoForest [66], TriTraining [67], DemocraticCoLearning [68], and 582

SelfTraining [69], utilize ensemble agreement rules, diverse classifier integration, or iterative high-confidence 583

retraining to enhance labeling reliability. 584

Table 11. Comparison of the proposed SSL model awith baseline SSL models on Dataset 1 (20% labeled
data).
Model Accuracy (%) maF1 (%) ROC-AUC (%) MCC (%) Training Time (s)
Rasco [60] 0.8440± 0.0349 0.8438± 0.0350 0.9179± 0.0281 0.6887± 0.0690 16.2906± 0.6731
RelRasco [61] 0.8413± 0.0483 0.8411± 0.0484 0.9152± 0.0360 0.6843± 0.0963 17.3634± 1.1337
CoTrainingByCommittee [62] 0.7704± 0.0238 0.7693± 0.0237 0.8493± 0.0449 0.5461± 0.0487 27.1915± 2.6403
CoTraining [63] 0.7429± 0.0189 0.7422± 0.0189 0.7429± 0.0189 0.4888± 0.0382 6.6953± 0.3016
Setred [64] 0.7420± 0.0322 0.7411± 0.0326 0.7419± 0.0323 0.4872± 0.0639 1.9757± 0.3437
DeTriTraining [65] 0.6924± 0.0239 0.6921± 0.0241 0.6924± 0.0240 0.3856± 0.0477 220.0038± 31.8402
CoForest [66] 0.6862± 0.0369 0.6853± 0.0372 0.7071± 0.0347 0.3745± 0.0735 9.9148± 1.3377
TriTraining [67] 0.7660± 0.0201 0.7635± 0.0214 0.8643± 0.0221 0.5426± 0.0388 0.2983± 0.0367
Democratic Co-Learning [68] 0.7544± 0.0469 0.7500± 0.0499 0.8214± 0.0241 0.5238± 0.0846 8.7140± 1.3751
Self-Training [69] 0.5000± 0.0000 0.5000± 0.0000 0.5000± 0.0000 0.6426± 0.0388 8.9148± 1.3378
Proposed SSL 0.9673± 0.0115 0.9415± 0.0206 0.7816± 0.0315 0.8871± 0.0410 28.2966± 0.5478
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Table 11 shows the evaluation of the proposed SSL model against SSL baselines on Dataset 1 with 20% 585

labeled data. TriTraining demonstrates the lowest training time (0.2983 ± 0.0367 s) due to its simple 586

agreement-based pseudo-labeling without iterative ensemble refinement; however, this efficiency comes at the 587

cost of noticeably lower accuracy, maF1, MCC, and ROC-AUC compared to the proposed SSL model. In 588

contrast, DeTriTraining incurs the highest training time (220.0038 ± 31.8402 s) owing to repeated 589

disagreement resolution and iterative retraining across multiple classifiers, yet fails to achieve competitive 590

performance across all evaluation metrics. Among the baseline SSL approaches, Rasco and RelRasco achieve 591

the closest accuracy to the proposed model, with 84.4% (±0.0349) and 84.13% (±0.0483), respectively. 592

Nevertheless, the proposed SSL framework delivers a substantial relative improvement of approximately 593

12.3% over Rasco and 12.6% over RelRasco. While Rasco reports higher ROC-AUC values exceeding 91%, 594

this advantage does not translate into superior class-wise predictive performance. The proposed SSL incurs a 595

moderately higher training time (28.2966 ± 0.5478 s) due to ensemble-guided consensus formation, yet it 596

remains significantly more efficient than DeTriTraining and achieves the best overall performance. 597

Table 12. Comparison of the proposed SSL model with baseline SSL models on Dataset 1 (40% labeled
data).
Model Accuracy (%) maF1 (%) ROC-AUC (%) MCC (%) Training Time (s)
Rasco [60] 0.8750± 0.0372 0.8748± 0.0375 0.9504± 0.0219 0.7518± 0.0732 40.8378± 2.0202
RelRasco [61] 0.8794± 0.0304 0.8793± 0.0305 0.9507± 0.0242 0.7606± 0.0599 42.6047± 1.0982
CoTrainingByCommittee [62] 0.8378± 0.0202 0.8370± 0.0202 0.9169± 0.0197 0.6821± 0.0414 23.0860± 2.5534
CoTraining [63] 0.8156± 0.0439 0.8147± 0.0448 0.8155± 0.0441 0.6358± 0.0849 16.1456± 1.0803
Setred [64] 0.8103± 0.0474 0.8099± 0.0474 0.8103± 0.0474 0.6233± 0.0948 2.0380± 0.3444
DeTriTraining [65] 0.6968± 0.0267 0.6963± 0.0269 0.6969± 0.0267 0.3949± 0.0532 241.5351± 43.9557
CoForest [66] 0.7863± 0.0123 0.7859± 0.0126 0.7958± 0.0205 0.5749± 0.0234 16.6340± 0.6212
TriTraining [67] 0.8156± 0.0301 0.8139± 0.0309 0.9012± 0.0181 0.6425± 0.0590 0.5958± 0.0736
Democratic Co-Learning [68] 0.8005± 0.0308 0.7988± 0.0314 0.8541± 0.0345 0.6110± 0.0618 7.4311± 0.8258
Self-Training [69] 0.5000± 0.0000 0.5000± 0.0000 0.5000± 0.0000 0.6541± 0.0427 0.6540± 0.0045
Proposed SSL 0.9674± 0.0086 0.9674± 0.0086 0.9541± 0.0345 0.9350± 0.0171 25.90± 0.3193

A similar trend is observed on Dataset 1 with a 40% labeled set, as summarized in Table 12. The 598

proposed SSL model consistently outperforms all baseline methods, achieving the highest accuracy of 96.74% 599

(±0.0086), maF1 of 96.74% (±0.0086), and MCC of 93.50% (±0.0345), while maintaining a moderate 600

training time of 25.90 ± 0.03193 s. TriTraining again exhibits the lowest training time (0.5958 ± 0.0736 s) 601

due to its simple agreement-based pseudo-labeling; however, this comes with reduced accuracy, MCC, and 602

ROC-AUC. In contrast, DeTriTraining is the most computationally expensive method (241.5351 ± 43.9557 s) 603

yet delivers the poorest performance, highlighting that longer training does not necessarily improve results. 604

Among the baseline SSL approaches, Rasco and RelRasco achieve the closest performance to the proposed 605

model, with accuracies of 87.50% (±0.0086) and 87.94% (±0.0304), respectively, along with comparable 606

maF1 scores. Nevertheless, the proposed SSL model maintains the best overall performance, providing a 607

relative accuracy improvement of nearly 9% and superior balance across evaluation metrics. 608

Table 13. Comparison of the proposed SSL model with baseline SSL models on Dataset 2 (20% labeled
data).
Model Accuracy (%) maF1 (%) ROC-AUC (%) MCC (%) Training Time (s)
Rasco [60] 0.8386± 0.0107 0.8384± 0.0106 0.9131± 0.0153 0.6792± 0.0228 0.9868± 0.1776
RelRasco [61] 0.8371± 0.0153 0.8370± 0.0151 0.9149± 0.0160 0.6755± 0.0317 1.1205± 0.2364
CoTrainingByCommittee [62] 0.8100± 0.0357 0.8096± 0.0359 0.8613± 0.0298 0.6224± 0.0708 0.6750± 0.0979
CoTraining [63] 0.7614± 0.0340 0.7612± 0.0340 0.7614± 0.0340 0.5235± 0.0682 0.3664± 0.0379
Setred [64] 0.7800± 0.0464 0.7797± 0.0467 0.7798± 0.0466 0.5608± 0.0926 0.2015± 0.0102
DeTriTraining [65] 0.8300± 0.0249 0.8298± 0.0249 0.8300± 0.0249 0.6618± 0.0503 7.0991± 0.9318
CoForest [66] 0.7714± 0.0386 0.7712± 0.0386 0.7716± 0.0386 0.5443± 0.0775 1.1337± 0.3333
TriTraining [67] 0.8304± 0.0425 0.8294± 0.0431 0.9160± 0.0282 0.6633± 0.0824 0.0269± 0.0028
Democratic Co-Learning [68] 0.8386± 0.0471 0.8382± 0.0475 0.8539± 0.0400 0.6794± 0.0923 1.6873± 0.5474
Self-Training [69] 0.5000± 0.0000 0.5000± 0.0000 0.5000± 0.0000 0.6454± 0.0824 0.6873± 0.5474
Proposed SSL 0.9639± 0.0045 0.9640± 0.0023 0.9096± 0.0368 0.1180± 0.1712 1.1353± 0.0368

On Dataset 2 with 20% labeled data, the proposed SSL model is evaluated against several state-of-the-art 609

SSL baselines, as summarized in Table 13. The SSL model achieves the highest accuracy of 96.39% 610
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(±0.0045), representing a substantial improvement over all existing methods, including Rasco and RelRasco, 611

which are 12–14% less accurate. While TriTraining offers the lowest training time (0.0269 ± 0.0028 s) due to 612

its simple agreement-based pseudo-labeling, it does not provide competitive predictive performance. 613

Conversely, DeTriTraining incurs the highest training time (7.0991 ± 0.9318 s) without yielding better 614

results. Although Rasco and RelRasco attain relatively high maF1 and ROC-AUC scores, their overall 615

accuracy remains notably below that of the proposed SSL model. 616

Table 14. Comparison of the proposed SSL model with baseline SSL models on Dataset 2 (40% labeled
data).
Model Accuracy (%) maF1 (%) ROC-AUC (%) MCC (%) Training Time (s)
Rasco [60] 0.8929± 0.0256 0.8928± 0.0256 0.9521± 0.0130 0.7863± 0.0510 1.8171± 0.2114
RelRasco [61] 0.8843± 0.0365 0.8842± 0.0366 0.9469± 0.0186 0.7693± 0.0725 1.9883± 0.3283
CoTrainingByCommittee [62] 0.8543± 0.0366 0.8542± 0.0366 0.9051± 0.0246 0.7097± 0.0734 0.7479± 0.1577
CoTraining [63] 0.8157± 0.0165 0.8155± 0.0166 0.8158± 0.0165 0.6330± 0.0328 0.6725± 0.0496
Setred [64] 0.8314± 0.0390 0.8313± 0.0392 0.8316± 0.0387 0.6642± 0.0764 0.1956± 0.0121
DeTriTraining [65] 0.8200± 0.0311 0.8198± 0.0310 0.8200± 0.0311 0.6417± 0.0629 8.6000± 0.7904
CoForest [66] 0.8086± 0.0457 0.8082± 0.0460 0.8163± 0.0267 0.6195± 0.0896 3.4631± 0.3153
TriTraining [67] 0.8714± 0.0217 0.8713± 0.0218 0.9446± 0.0060 0.7441± 0.0427 0.0520± 0.0085
Democratic Co-Learning [68] 0.8586± 0.0261 0.8585± 0.0261 0.8926± 0.0326 0.7180± 0.0521 1.1115± 0.2390
Self-Training [69] 0.5000± 0.0000 0.5000± 0.0000 0.5000± 0.0000 0.6541± 0.0427 0.0540± 0.0045
Proposed SSL 0.8990± 0.0256 0.8987± 0.0257 0.8551± 0.0324 0.7988± 0.0509 1.4698± 0.3842

Finally, the evaluation on Dataset 2 with 40% labeled data, summarized in Table 14, further 617

demonstrates the effectiveness of the proposed framework. The SSL model achieves the highest accuracy and 618

maF1, reaching 89.90% (±0.0256) and 89.87% (±0.0257), respectively, outperforming all baseline models, 619

including Rasco and RelRasco. It also attains the best MCC of 79.88% (±0.0509), indicating strong 620

class-wise predictive capability. The ROC-AUC of 85.51% (±0.0324) is slightly lower than Rasco’s 95.21% 621

(±0.0130), reflecting that the model emphasizes a voting-based ensemble approach rather than fully 622

probabilistic rankings. TriTraining again exhibits the fastest training time (0.0520 ± 0.0085 s), whereas 623

DeTriTraining is the most computationally expensive (8.6000 ± 0.7904 s) without achieving notable gains in 624

accuracy or MCC. Rasco and RelRasco provide high ROC-AUC and moderate accuracy but remain inferior 625

to the proposed SSL model in terms of balanced predictive performance. 626

4.8 SHAP: global interpretability 627

To improve the interpretability of the proposed framework, SHAP is used on the global model to measure 628

each feature’s contribution to predictions. In this study, SHAP analysis is conducted on representative 629

samples from the test set, enabling both instance-level and global-level insights into model behavior. By 630

evaluating the marginal contribution of each feature, SHAP reveals how individual features influence 631

predictions across the ensemble, offering a transparent understanding of the decision-making process. 632

Fig 7. SHAP waterfall plots for Dataset 1: (a) XGB, (b) GB, and (c) LGBM.

Fig. 7 illustrates SHAP waterfall plots for Dataset 1 using three ensemble-guided models: (a) XGB, (b) 633

GB, and (c) LGBM. Each plot depicts the contribution of individual features to the model’s predictions, 634

where red bars indicate positive contributions that increase the predicted outcome, and blue bars indicate 635

negative contributions that decrease it. In Fig. 7(a), the XGB model highlights features such as 636

app det TKEO mean 1 coef, std MFCC 6th coef, and mean MFCC 3nd coef as having the most significant 637

influence. In the GB model, tqwt entropy log dec 35 contributes positively, as shown in Fig. 7(b). In 638

Fig. 7(c), the LGBM model emphasizes features such as tqwt maxValue dec 14, and 639

tqwt kurtosisValue dec 17 as key contributors to model output. These plots provide insights into how 640

each model interprets the underlying data, explaining and visualizing the decision-making process for PD 641

classification. Overall, the SHAP waterfall plots indicate that MFCC and TQWT features consistently 642

contribute positively across models, highlighting their critical role in enhancing both model interpretability 643

and reliability. 644
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Fig 8. SHAP waterfall plots for Dataset 2: (a) XGB, (b) GB, and (c) LGBM.

Table 15. Comparison of the proposed FEP-SSL with existing models.

Reference Method Accuracy (%) Precision (%) MCC (%) F1-score (%)
Bao et al. [23] SSL 83.8% - 67.5% -
Danek et al. [27] FL 87.6% 96.02% 0.502 -
Adnan et al. [70] SSL 85.7% 81.08% 97% 77.93%
Egbo et al. [71] XGB with Bor-

derline SMOTE
92% 64% 100% 95%

Proposed FEP-
SSL (Dataset 1)

SSL + FL 97.14% 96.43% 97.14% 97.14%

For Dataset 2, the SHAP waterfall plots of three ensemble-guided models—XGB, GB, and LGBM—are 645

presented in Fig. 8. In Fig. 8(a), the XGB model’s predictions are primarily influenced by voice-related 646

features such as HNR38, Gender, and Shim dB, which contribute negatively and thus reduce the predicted 647

score. In contrast, RPDE, HNR35, and Jitter abs contribute positively, partially offsetting the negative 648

effects. Fig. 8(b) illustrates the GB model, where features including MFCC9, MFCC10, and GNE have the 649

strongest positive contributions. Several MFCC-related features jointly impact the output, emphasizing the 650

importance of spectral information for prediction. In Fig. 8(c), the LGBM model highlights Delta-based 651

features, with Delta12, Delta7, and Delta10 contributing positively, whereas Delta1 and Delta9 have 652

negative effects. This indicates that temporal variations in speech play a critical role in the decision-making 653

process of LGBM. Overall, the SHAP analysis for Dataset 2 demonstrates that MFCC and Temporal 654

features are the most influential across all models. These features consistently dominate predictions, 655

suggesting that spectral and temporal speech dynamics are more informative than static voice characteristics 656

for reliable model decision-making. 657

4.9 Comparison with existing literature 658

Recent research has examined combining SSL with FL frameworks for PD classification. Bao et al. [23] 659

employed an SSL framework, achieving 83.8% accuracy and 67.5% MCC, although some evaluation metrics 660

were not reported. The reliance on handcrafted features and linear dimensionality reduction constrained class 661

separability, as reflected in the moderate MCC. Danek et al. [27] explored a federated learning approach, 662

reporting a ROC-AUC of 87.6% and precision of 96.02%, demonstrating the privacy-preserving benefits of 663

distributed training. However, high precision led to reduced recall, and FL introduced slight performance 664

degradation. Adnan et al. [70] reported an SSL model achieving 85.7% accuracy and an F1-score of 77.93%, 665

highlighting the benefits of leveraging unlabeled data. However, performance was limited by class imbalance 666

and environmental variability, resulting in reduced sensitivity and lower maF1 scores. Egbo et al. [71] applied 667

an XGB model with Borderline-SMOTE, achieving 92% accuracy and an F1-score of 95%. In comparison, 668

the proposed framework, which integrates SSL with FL, outperforms all prior methods across key metrics. It 669

achieves 97.14% accuracy, 96.43% precision, and 97.12% MCC, demonstrating superior class balance, 670

stronger generalization, and robust performance in privacy-sensitive healthcare settings. These results 671

substantially exceed the performance of existing approaches, as summarized in Table 15. 672

4.10 Discussion 673

The proposed FEP-SSL framework demonstrates superior performance, particularly in scenarios 674

characterized by limited labeled data and stringent privacy requirements—two critical challenges in 675

real-world healthcare applications. While existing studies on PD classification using semi-supervised learning 676

(SSL) and federated learning (FL) have contributed valuable insights, they remain constrained by several 677

limitations that impact predictive accuracy, generalizability, and practical deployment. 678

Traditional SSL approaches, especially those relying on handcrafted features and conventional training 679

paradigms, often struggle under label-scarce conditions. For instance, Zhang et al. [21] proposed an 680
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SMC-based framework for PD detection using MRI data, achieving an accuracy of 74%; however, its 681

performance is hindered by limited labeled samples and poor generalization across heterogeneous datasets. 682

Similarly, Sakar et al. [9] reported a maximum accuracy of 89% and an MCC of 59% using feature subset 683

selection, indicating moderate discriminative capability but also revealing challenges related to class 684

imbalance and redundant feature representations. More recent FL-based approaches, such as the federated 685

DL framework introduced by Danek et al. [27], offer advantages in scalability and multi-institutional 686

collaboration. However, these methods often lack explicit privacy guarantees and typically rely on fully 687

labeled datasets or centralized pseudo-labeling strategies, which restrict their effectiveness in low-label 688

settings. Furthermore, baseline SSL methods such as Rasco [60] and RelRasco [61] achieve only moderate 689

accuracy on both Dataset 1 and Dataset 2, underscoring the ongoing difficulty of achieving a balance 690

between robustness, efficiency, and reliable pseudo-label generation. 691

A key challenge in both SSL and FL lies in achieving balanced performance on highly imbalanced and 692

heterogeneous datasets while preserving strong generalization to unseen data. Many existing methods tend 693

to overfit small labeled subsets or suffer from error propagation due to unreliable pseudo-labels. Additionally, 694

FL frameworks often encounter trade-offs among privacy preservation, model performance, and 695

communication efficiency. In this study, client heterogeneity is realistically modeled using a Dirichlet 696

distribution with a concentration parameter of β = 0.8, which induces varying class distributions across 697

clients and reflects non-IID clinical data settings. The proposed framework effectively addresses these 698

challenges through iterative refinement of high-confidence pseudo-labels and by leveraging consensus among 699

diverse ensemble learners. This strategy enhances class discrimination without requiring modifications to the 700

underlying model architecture. The effectiveness of the approach is demonstrated through consistent 701

performance gains across both datasets. On Dataset 1, the global model achieves 97.14% accuracy and 702

97.14% maF1 score, significantly outperforming existing SSL baselines and conventional methods. On 703

Dataset 2, the model attains 95.50% accuracy and 95.50% maF1, indicating improved predictive balance and 704

agreement compared to both SSL and FL benchmarks. Furthermore, validation and test results confirm 705

strong generalization capability, with final model performance exceeding 96% on Dataset 1 and remaining 706

above 93% on Dataset 2. These results highlight the robustness of the proposed framework on unseen data 707

and its effectiveness in mitigating overfitting. 708

Despite these advancements, several limitations of the proposed framework merit further investigation. 709

The iterative pseudo-labeling strategy, while effective in enhancing label quality and overall performance, 710

introduces additional computational overhead and increases training time compared to lightweight SSL 711

approaches. Although inference remains efficient, this added complexity may pose challenges in 712

resource-constrained environments or real-time deployment scenarios. Moreover, while the framework shows 713

robustness to noise and redundant features, variations across datasets indicate that feature importance does 714

not always generalize consistently. This suggests the need for more adaptive representation learning 715

mechanisms that can dynamically adjust to dataset-specific characteristics and improve generalizability 716

across diverse clinical settings. 717

There remains substantial scope for further improvement of the proposed framework. Future work can 718

focus on extending the approach to more diverse and complex data settings, as well as exploring more 719

efficient training and optimization strategies to improve computational efficiency and scalability. 720

Additionally, investigating adaptive learning mechanisms may further enhance the model’s ability to 721

generalize across heterogeneous data distributions and effectively handle variations in feature relevance. 722

5 Conclusion 723

This work addresses the critical challenge of accurate and privacy-preserving PD classification in scenarios 724

with limited labeled data and decentralized data distributions by integrating FL with an ensemble-guided 725

pseudo-labeling framework. Specifically, XGB, GB, and LGBM models collaboratively generate 726

high-confidence pseudo-labels using a confidence-aware majority voting mechanism. This design creates a 727

dual optimization paradigm that improves label reliability at the local level while enabling robust global 728

knowledge aggregation across heterogeneous clients. Extensive experiments on two benchmark PD speech 729

datasets demonstrate that the proposed framework consistently outperforms conventional centralized and 730
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baseline semi-supervised methods. It achieves superior classification accuracy and maF1 scores under 731

realistic low-label conditions. Notably, the federated global model attains 97.14% accuracy on Dataset 1 and 732

95.50% on Dataset 2, while exhibiting stable convergence across communication rounds. This indicates 733

effective mitigation of client drift and statistical heterogeneity. Moreover, the federated training paradigm 734

inherently preserves privacy by ensuring that sensitive patient data remains localized. Further analysis using 735

SHAP highlights the contribution of individual speech features, enhancing interpretability and confirming 736

that the framework effectively reduces noise propagation in pseudo-labeled data. As a result, class 737

separability and overall model generalization are significantly improved. 738

The framework also demonstrates strong practical relevance for real-world healthcare applications. It 739

enables reliable PD detection under limited labeled data while maintaining strict privacy preservation, 740

making it well-suited for integration into clinical workflows and telemedicine systems. This facilitates early 741

diagnosis and continuous patient monitoring, ultimately supporting timely medical intervention and 742

improved patient outcomes. By preserving data locality and safeguarding sensitive information, FEP-SSL 743

addresses key privacy concerns in distributed healthcare environments. Overall, this work advances the state 744

of the art in federated SSL by showing that ensemble-driven pseudo-labeling can effectively bridge the gap 745

between scarce annotations and high predictive performance, providing a scalable, robust, and privacy-aware 746

solution for next-generation intelligent healthcare systems. 747
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